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Abstract

Network designis a fundamental problem for which it is important to understand the e ects
of strategic behavior. Given a collection of self-interested agerts who want to form a network
connecting certain endpoints, the set of stable solutions | the Nash equilibria | may look
quite dierent from the certrally enforced optimum. We study the quality of the best Nash
equilibrium, and refer to the ratio of its cost to the optimum network cost as the price of
stability. The best Nash equilibrium solution has a natural meaning of stability in this context
| it is the optimal solution that can be proposedfrom which no user will \defect".

We considerthe price of stability for network designwith respect to one of the most widely-
studied protocols for network cost allocation, in which the cost of each edgeis divided equally
between userswhose connectionsmake use of it; this fair-division scheme can be derived from
the Shapleyvalue, and has a number of basic economicmotivations. We shaw that the price of
stability for network designwith respect to this fair cost allocation is O(log k), where k is the
number of users,and that a good Nash equilibrium can be achieved via best-respnse dynamics
in which usersiterativ ely defect from a starting solution. This establishesthat the fair cost
allocation protocol is in fact a useful medchanism for inducing strategic behavior to form near-
optimal equilibria. We discussconnectionsto the classof potential gamesde ned by Monderer
and Shapley and extend our results to casesin which users are seekingto balance network
designcostswith latenciesin the constructed network, with stronger results when the network
has only delays and no construction costs. We also presert bounds on the convergencetime of
best-respnsedynamics, and discussextensionsto a weighted game.
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1 Intro duction

In many network settings, the system behavior arisesfrom the actions of a large number of inde-
penden agens, ead motivated by self-interest and optimizing an individual objective function.
As a result, the global performanceof the systemmay not be asgood asin a casewhere a certral
authority can simply dictate a solution; rather, we needto understand the quality of solutions that
are consistent with self-interested behavior. Recen theoretical work has framed this type of ques-
tion in the following generalform: how much worseis the solution quality at a Nash equilibrium,
relative to the quality at a certrally enforced optimum?! Questions of this genre have received
considerableattention in recert years, for problems including routing [21, 23, 3], load balancing
[4, 5, 15, 22], and facility location [24].

An important issueto explore in this areais the middle ground between certrally enforced
solutions and completely unregulated anarchy. In most networking applications, it is not the case
that agerts are completely unrestricted; rather, they interact with an underlying protocol that
essetially proposesa collective solution to all participants, who can eat either acceptit or defect
from it. As aresult, it is in the interest of the protocol designerto seekthe best Nash equilibrium;
this can naturally be viewed as the optimum subject to the constraint that the solution be stable
with no agert having an incentive to unilaterally defectfrom it onceit is o ered. Hence,one can
view the ratio of the solution quality at the best Nash equilibrium relative to the global optimum
asa price of stability, sinceit capturesthe problem of optimization subject to this constraint. Some
recert work [1, 3] has consideredthis de nition (termed the \optimistic price of anarchy” in [1]); it
standsin contrast to the larger line of work in algorithmic gametheory on the price of anarchy [20]
| the ratio of the worst Nash equilibrium to the optimum | which is more suited to worst-case
analysisof situations with essetially no protocol mediating interactions amongthe agerts. Indeed,
one can view the activity of a protocol designerseekinga good Nash equilibrium as being aligned
with the general goals of medanism design| producing a gamethat will yield good outcomes
when players act in their own self-interest.

Net work Design Games. Network designis a natural areain which to explore the price of
stability, given the large body of work in the networking literature on methods for sharing the cost
of a designednetwork | often a virtual overlay, multicast tree, or other sub-network of the Internet
| amonga collection of participants. (Seee.g. [8, 10] for overviews of work in this area).

A cost-sharingmedanism can be viewed asthe underlying protocol that determineshow much
a network serving se\eral participants will costto eat of them. Speci cally, say that ead useri
hasa pair of nodes(s;;t;) that it wishesto connect;it choosesan s;-t; path S;; and the cost-sharing

choicesof the other usersaswell.) Although there arein principle many possiblecost-sharingmed-
anisms,researt in this areahascornvergedon a few mectanismswith good theoretical and empirical
behavior; here we focus on the following particularly natural one: the cost of eg&h edgei%eshared
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e2S;
This equal-division mechanism has a number of basic economicmotivations; it can be derived from
the Shapleyvalue [19], and it can be shaownn to be the unique cost-sharingsdemesatisfying a num-
ber of di erent setsof axioms [8, 10, 19]. For the former reason,we will refer to it asthe Shapley
cost-sharing mechanism Note that the total edge cost of the designednetwork is equal to the

!Recall that a Nash equilibrium is a state of the system in which no agert has an interest in unilaterally changing
its own behavior.



sum of the costsin the union of all S;, E,ir;d the costsallocated to lfbsersin the Shapley medtanism
completely pay for this total edgecost: i”=l Ci(S1;Sy;:::;S¢) = e2[ ;s Ce-

Now, the general question is to determine how this basic cost-sharing medanism senes to
in uence the strategic behavior of the users,and what e ect this has on the structure and overall
cost of the network one obtains. Given a solution to the network design problem consisting of

sgy that a set of paths is a Nash equilibrium if no user has an interest in deviating. As we will
seebelow, there exists a set of paths in Nash equilibrium for every instance of this network design
game. (In this paper, we will only be concernedwith pure Nash equilibrium; i.e. with equilibria
where ead user deterministically choosesa single path.)

The goal of a network designprotocol is to suggestfor ead useri a path S; sothat the resulting
set of paths is in Nash equilibrium and its total cost exceedsthat of an optimal set of paths by
as small a factor as possible;this factor is the price of stability of the instance. It is useful at
this point to considera simple example that illustrates how the price of stability can grow to a
super-constart value (with k). Supposek players wish to connectthe common sources to their
terminal tj, assumeplayer i hasits own path of cost 1=i, and all players can sharea common path
of cost 1+ " for somesmall " > 0 (seeFigure 1). The optimal solution would connect all agerts
through the common path for a total costof 1+ ". Howewer, if this solution were o ered to the
users,they weyld defectfrom it oneby oneto their alternate paths. The unique Nash equilibrium
hasacostof [, = H (k).

While the price of stability in this instance grows with k, it only doesso logarithmically. It is
thus natural to askhow bad the price of stability canbefor this network designproblem. If we think
about the examplein Figure 1 further, it is alsointeresting to note that a good Nash equilibrium is
reached by iterated greedyupdating of players' solutions (in other words, best-respnsedynamics)
starting from an optimal solution; it is natural to askto what extent this holds in general.

Our Results. Our rst main result is that in every instance of the network designproblem with
Shapley cost-sharing, there always exists a Nash equilibrium of total cost at most H (k) times
optimal. In other words, the simple examplein Figure 1 is in fact the worst possiblecase.

We prove this result using a potential function method due to Monderer and Shapley[18]: one
de nes a potential function  on possiblesolutions and shaws that any improving move by one of
the users(i.e. to lower its own cost) reducesthe value of . Sincethe set of possiblesolutions is
nite, it follows that any sequenceof improving moves leadsto a Nash equilibrium. The goal of
Monderer and Shapley'swork wasto prove existencestatemerts of this sort; for our purposes,we
make further use of the potential function to prove a bound on the price of stability. Speci cally,
we give bounds relating the value of the potential for a given solution to the overall cost of that
solution; if we then iterate best-resppnsedynamics starting from an optimal solution, the potential
doesnot increase,and hencewe can bound the cost of any solution that we reach. Thus, for this
network designgame, best-respnsedynamics starting from the optimum doesin fact always lead
to a good Nash equilibrium.

We can extend our basic result to a number of more generalsettings. To begin with, the H (k)
bound on the price of stability extends directly to the casein which usersare selecting arbitrary
subsetsof a ground set (with elemerts' costs shared accordingto the Shapley value), rather than
paths in a graph; it also extendsto the casein which the cost of eath edgeis a non-decreasing
concave function of the number of userson it. In addition, our results also hold if we introduce



Figure 1: An instancein which the price of stability convergesto H(k) = (log k) as"! 0.

capacitiesinto our model; eat edgee may be usedby at most ue players, where ue is the capacity
of e.

We arrive at a more technically involved set of extensionsif we wish to add latenciesto the
network design problem. Here eat edgehas a concare construction cost ce(x) when there are x
userson the edge,and a latency cost de(x); the cost experiencedby a useris the full latency plus
a fair share of the construction cost, de(x) + ce(x)=x. We give general conditions on the latency
functions that allow usto bound the price of stability in this caseat d H (k), whered dependson
the delay functions used. Moreover, we obtain stronger boundsin the casewhere usersexperience
only delays, not construction costs; this includes a result that relates the cost at the best Nash
equilibrium to that of an optimum with twice as many players, and a result that improves the
potential-based bound on the price of stability for the single-sourcedelay-only case.

Sincea number of our proofs are obtained by following the results of best-resppnsedynamicsvia
a potential function, it is natural to investigate the speedof corvergenceof best-respnsedynamics
for this game. We show that it corvergesto a Nash equilibrium in polynomial time for the case
of two players, but that with k players, it can run for a time exponertial in k. Whether there is
a way to schedule players' movesto make best-respnsecorvergein a polynomial number of steps
for this gamein generalis an interesting open question.

Finally, we considera natural generalization of the cost-sharing model that carries us beyond
the potential-function framework and raises interesting questions for further work. Speci cally,
supposeead user has a weight (perhaps corresponding to the amourt of trac it plansto send),
and we change the cost-allocation so that useri's payment for edgee is equal to the ratio of its
weight to the total weight of all userson e. In addition to beingintuitiv ely natural, this de nition is
analogousto certain natural generalizationsof the Shapleyvalue [17]. Things becomesigni cantly
more complicated in the weighted model, howewver: there is no longer a potential function whose
value tracks improvemerts in users' costs when they greedily update their solutions, and it is an
open question whether best-respnse dynamics will always corverge to a Nash equilibrium. We
have obtained someinitial results here, including the convergenceof best-resppnsedynamics when
all usersseekto construct a path from a node s to a nodet (the price of stability hereis 1), and in
the generalmodel of usersselectingsetsfrom a ground set, when eat elemern appearsin the setsof
at most two users. It is an interesting open questionto obtain more generalresultsin this weighted



setting, which appearsto posean interesting challenge to potential-based methods. Further, we
know that someresults will necessarilylook quite di erent in the weighted case;for example,using
a construction involving user weights that grow exponertially in k, we can show that the price of
stability can be as high as ( k).

Related Work. Network designgamesunder a di erent model were consideredby a subset of
the authors in [1]; there, the setting was much more \unregulated” in that userscould o er to pay
for an arbitrary fraction of any edgein the network. This model resulted in instanceswhere no
pure Nashequilibrium existed;and in many casesn [1] when pure Nash equilibria did exist, certain
userswere able to act as\free riders," paying very little or nothing at all. The present model, on
the other hand, ensuresthat there is always a pure Nash equilibrium within a logarithmic factor
of optimal, in which userspay a fair portion of the resourcesthey use. Network creation gamesof
a fairly dierent avor | in which userscorrespnd to nodes, and can build subsetsof the edges
incident to them | have beenconsideredin [2, 6, 9]. The model in this paper assciates users
instead with connectionrequests,and allows them to cortribute to the cost of any edgethat helps
form a path that they need.

The bulk of the work on cost-sharing (seee.qg. [8, 10] and the referenceghere) tendsto assume
a xed underlying set of edges. Jain and Vazirani [11] and Kent and Skorin-Kap ov [14] consider
cost-sharing for a single source network design game. Cost-sharing gamesassumethat there is a
certral authority that designsand maintains the network, and decidesappropriate cost-sharesfor
eah ager, depending on the graph and all other ageris, via a complicated algorithm. The only
role of the agerts is to report their utilit y for being included in the network.

Here, on the other hand, we considera simple cost-sharingmedanism, the Shapley-alue, and
ask what the strategic implications of a given cost-sharing medanism are for the way in which a
network will be designed. This question exploresthe feedba& betweenthe protocol that governs
network construction and the behavior of self-interestedagens that interact with this protocol. An
approad of a similar style, though in a di erent setting related to routing, was pursued by Johari
and Tsitsiklis [12]; there, they assumeda network protocol that priced trac accordingto a scheme
dueto Kelly [13], and asked how this protocol would a ect the strategic decisionsof self-interested
agerts routing connectionsin the network.

The special caseof our gamewith only delays is closelyrelated of the congestiongameof [23, 21].
They considera gamewherethe amourt of ow carried by an individual useris in nitesimally small
(a non-atomic game, while in this paper we assumethat eat userhasa unit of ow, which it needs
to route on a single path. In the non-atomic game of [23, 21] the Nash equilibrium is essetially
unique (hence there is no distinction between the price of anarchy and stability), while in our
atomic gamethere can be many equilibria. Fabrikant, Papadimitriou, and Talwar [7] considerour
atomic game with delays only. They give a polynomial time algorithm to minimize the potential
function in the casethat all userssharea commonsource,and show that nding any equilibrium
solution is PLS-complete for multiple source-sinkpairs. Our results extend the price of anarchy
results of [23, 21] about non-atomic gamesto results on the price of stability for the caseof single
sourceatomic games.

A weighted game similar to our is preseried by Libman and Orda [16], with a di erent medh-
anism for distributing costsamong users. They do not considerthe price of stability, and instead
focus on convergencein parallel networks.



2 Nash Equilibria of Network Design with Shapley Cost-Sharing

In this sectionwe considerthe Fair Connection Game for k players asde ned in the Introduction.
Let a directed graph G = (V; E) be given, with ead edgehaving a nonnegative costc.. Each player
i has a set of terminal nodesT; that he wants to connect. A strategy of a player is a set of edges
Si E sud that S; connectsall nodesin T;. We assumethat we usethe Shapleyvalue to sharethe
cost of the edges,i.e. all players using an edgesplit up the cost of the edgeequally. Given a vector
of players' strategiesS = (S1;:::; Sk), Ieﬁ, Xe be the number of agens whosestrategy contains edge
e. Then the costto agert i is Ci(S) = 5 (Ge=Xe), and the goal of eath agert is to connectits
terminals with minimum total cost.

In the worst case, Nash equilibria can be very expensiwe in this game, so that the price of
anarchy becomesaslarge as ( k). Howewer, we can bound the price of stability by H (k), which is
the harmonic sum 1+ 3+ 1+ :::+ £, asfollows.

Theorem 2.1 The price of stability of the fair connection gameis at most H (k).

Pro of: The fair connectiongamethat we have de ned falls into the classof congestiongamesas
de ned by Monderer and Shapley[18], as the cost of an edgee to a useri is f ¢(X) = Ce=X, which
depends only on edge e and the number of users x whose strategy corntains e.  Monderer and
Shapley [18] show that all congestiongameshave deterministic Nash equilibria. They prove this
using a potential function , de ned asfollows.

X Xe
(S)= fe(X) (1)

e2E x=1

to strategy S then the changein the potential value ( S) ( S9 of the new strategy set S°=
(S1;5::3; Si°, .. 1;Sk) is exactly the changein the costto player i. Note that the changeof playeri's
strategy a ects the costof many other playersj 6 i, but the valueis not e ected by the changein
the cost of theseplayers, it simply tracks the cost of the player who changesits strategy. They call
a gamein which such afunction  exists a potential game To show that such a potential gamehas

sel sh moves (allowing players to change strategiesto improve their costs). In a congestiongame
any sequenceof such improving movesleadsto a Nash equilibrium asead sucdh move decreaseshe
potential function , and hencemust lead to a stable state.

Monderer and Shapley do not say anything about the quality of Nash equilibria with respect
to the certralized optimum, but we can usetheir potential function to establish our bound. Let
Xe be dgyned as above with respectto S. Now the potential function of Equation 1 in our caseis
(S)= &g CeH(Xe). According to the above argumert, any improving deviation decreases( S),
and so a sequenceof improving deviations by players must evertually result in a Nash equilibrium.

s Cebethe costofthis solution. Then, ( S ) s (Ce H(K)), which is exactly H (k) OPT.
Now we start from strategy S and follow a sequenceof improving self-interested moves. We know
that this will result in a Nash equilibrium Swith (S) ( S). =

Note that the potertial value of any solution S is at least the total cost: ( S) o5 Ce =
cost(S). Therefore, there exists a Nash equilibrium with costat most H(k) OPT, asdesired. m



Recall from the Introduction that this bound is tight as shavn by the examplein Figure 1.
Unfortunately, even though Theorem 2.1 says that cheap Nash equilibria exist, nding them is
NP-complete (by a reduction from 3D-Matching).

We can extend the results of Theorem 2.1 to concave cost functions. Consider the extended
fair connection game where instead of a constart cost ce, ead edgehas a cost which dependson
the number of players using that edge, ce(X). We assumethat c¢(x) is a nhondecreasing,concave
function, modeling the buy-at-bulk econony of scale of buying edgesthat can be used by more
players. Notice that the cost of an edgece(x) might increasewith the number of players using it,
but the cost per player f ¢(x) = ce(X)=Xx decreasesf c.(x) is concave.

Theorem 2.2 Take a fair connection game with each edge having a nondecreasing concave cost
function ce(x), whete x is the numkher of playersusing edgee. Then the price of stability is at most
H (k).

Pro of: The proof is analogousto the proof of Theorem 2.1. We usethe potential function ( S)
de ned by (1). As before,the changein potertial if a player i deviatesequalsexactly to the change
of that player's payments. We start with the strategy S with minimum total cost, and perform a
seriesof improving deviations until we reach a Nashequilibrium Swith ( S) ( S ). To nish the
proof all we needto shaw is that cost(S) ( S) H (k) qgst(S) for all strategiesS. The second
inequality follows sincece(X) is nondecreasingand therefore §21 (ce(x)=x) H(Xe) Ce(Xe). TOSEE
that cost(S) ( S) notice that sincece(X) is concave, the chtperpIayer myist decreasewith x, i.e.
Ce(X)=x is a nonincreasingfunction. Therefore, coS(S) =  ,5Ce(Xe) = sXe (Ce(Xe)=Xe)

(' S), which nishes the proof. [ |

Extensions The proof of Theorem 2.2 extends to a general congestion game, where players
attempt to sharea set of resourcesR they need. Instead of having an underlying graph structure,
we now think of ead s 2 R asa resourcewith a concave cost function cs(x) of the number of users
selecting setsthat contain s. The possible strategies of ead player i is a set S; of subsetsof R.
The goal of eath player is to selecta setS; 2 S soasto minimize his cost. Sincethe proofs above
did not rely on the graph structure at all, they translate directly to this extension.

We can further extend the results to the casewhen the cost to a player is a combination
of the cost ce(x)=%, and a function of the selectedset, suc as the distance between terminals
in the network design case. More prgcisely the price of stability is still at most H (k) if eah
player is trying to minimize the cost ., g (Ce(Xe)=Xe) + di(Si) where ¢ is monotone increasing
and concave, and d; is an arbitrary function specic to player i (e.g. a distance function, or
Biameter of ﬁi- etcp). The proof is analogousto Theorem 2.2, exceptwith a new potential ( S) =

(Gi(S)* s xer® Ce)(<—x) Notice that this is technically not a congestiongameon the given
graph G. Finally we note that all theseresults (as well as those subsequet) hold in the presence
of capacities. It is easyto seethat adding capacitiesu to ead edgee and disallowing more than

Ue playersto usee at any time doesnot substartially alter any of our proofs.

The Case of Undirected Graphs We have now showvn a tight bound of H (k) for general
directed graphs. This bound is not tight for undirected graphs, however, and it is an interesting
open problem if it can be improved in the undirected case. In the caseof two players, our bound
on the price of stability is H(2) = 3=2. In the full version of the paper we'll show that that this
bound can be improved to 4=3 in the caseof two players and a single source. We'll also give an
exampleto show that the new bound of 4=3 is tight.



3 Dealing with Delays

In most of the previous section, we assumedthat the utilit y of a player dependsonly on the cost
of the edgeshe uses. What changesif we introduce latency into the picture? We have extended
this to the casewhen the players' costis a combination of \design" cost and the length of the path
selected. More generally, delay on an edgedoes not have to be simply the \hop-count”, but can
also depend on congestion,i.e., on the number of players using the edge. In this section we will
considersud a model.

Assumethat ead edgehasboth a cost function ce(x) and a latency function de(X), where cg(X)
is the cost of building the edgee for x usersand the userswill sharethis cost equally, while dg(x)
is the delay su ered by userson edgee if x usersare sharing the edge. The goal of eah userin
this gamewill be to minimize the sum of his cost and his latency. If we assumethat both the cost
and the latency for ead edgedepend only on the number of players using that edge,then this ts
directly into our model of a congestiongame above: the total costfelt by ead useron the edgeis
fe(X) = ce(X)=x+ deo(x). If the function xf ¢(x) is concave then Theorem 2.2 applies. Unfortunately,
while concave functions are natural for modeling cost, latency tends to be more convex.

3.1 Combining costs and delays

First, we extend the argumert in the proof of Theorem 2.2 to general functions f.. The most
generalversion of this argumert is expressedn the following theorem.

Theorem 3.1 Consider a fair connection gamewith arbitrary edge-ost functions f .. Supmsethat
( S) is asin Equation 1, with cos(S) A ( S),and ( S) B cost(S) for all S. Then, the
price of stability is at most A B.

Proof: Let S be a strategy sudh that S, is the set of edgesi usesin the certralized optimal
solution. We know from above that if we perform a seriesof improving deviations on it, we
must corvergeto a Nash equilibrium S°with potential value at most (S ). By our assumptions,
cost(S9 A (SH9 A (S) AB cos{S)=AB OPT. [

Our main interest in this section are functions f ¢(x) that are the sums of the fair share of a
costand a delay, i.e., fo(X) = Ce(X)=x+ de(Xx). We will assumethat dg¢(Xx) is monotone increasing,
while ce(x) is monotone increasingand concave.

Cogollary 3.2 If ce(X) is concaveand nondecreasing, de(X) is nondecreasing for all e, and X ¢de(Xe)
A ﬁgl de(x) for all e and xg, then the price of stability is at most A H (k). In particular, if dg(x)
is a polynomial with degree at most | and nonnegative coe cients, then the price of stability is at
most (I + 1) H (k).

Pro of:  For functions f ¢(X) = ce(X)=Xx+ de(X), both the costand the potential of a solution come
in two parts corresponding to the cost ¢ and delay d.

For the part corresponding to cost the potential over-estimatesthe cost by at most a factor of
H (k) as proved in Theorem 2.2. If on the delay, the potential underestimatesthe cost by at most
a factor of A, then we get the bound of A H (k) for the price of stability by Theorem 3.1. [ |

Therefore, for reasonabledelay functions, the price of stability cannotbetoo large. In particular,
if the utilit y function of ead player dependson a concave cost and delay that is independent of
the number of userson the edge,then we get that the price of stability is at most H (k) aswe have

7



shawn at the end of the previous section. If the delay grows linearly with the number of users,then
the price of stability is at most 2H (k).

3.2 Games with Only Delays

In this subsectionwe considergameswith only delay. We assumethat the cost of a player for using
an edgee usedhby x playersis f ¢(X) = de(Xx), and dg is a monotone increasingfunction of x. This
cost function models delays that are increasingwith congestion.

We will consider the special casewhen there is a common sources. Each player i has one
additional terminal tj, and the player wants to connects to t; via a directed path. Fabrikant,
Papadimitriou, and Talwar [7] showved that in this case,one can compute the Nash equilibrium
minimizing the potential function via a minimum cost o w computation. For ead edgee they
introduce many parallel copies,eah with capacity 1, and cost de(x) for integersx > 0. We will
use properties of a minimum cost o w for establishing our results.

First we will show a bicriteria bound, and comparethe cost of the cheapest Nash equilibrium
to that of the optimum designwith twice as many players.

Theorem 3.3 Consider the single source caseof a congestiongamewith only delays. Let S be the
minimum cost Nash equilibrium and S be the minimum cost solution for the problem whete each
player i is replaed by two players. Then cost(S) cost(S ).

Pro of: Consider the Nash equilibrium obtained by Fabrikant et al [7] via a minimum cost ow
computation. Assumethat X is the number of usersusing edgee at this equilibrium. By assump-
tion, all userssharea common sources. Let D(v) denote the cost of the minimum cost path in
the residual graph from s to v. The length of the path of useri is at most D(b) (as otherwise the
residual graph would have a negative cycle) and hencewe get that cost(S) i D(ti).

Now, we will considera modi ed delay function d. for eath edgee = (u;v). Wede ne él\e(x) =
de(x) if X > Xe, and do(x) = D(v) D(u) if X Xe. Notice that for ead edgee we have that
D(v) D(u) de(xe+ 1) asthe edgee = (u;v) is in the residual graph with cost de(xe + 1).
This implies that the modi ed delay d is monotone. For edgeswith x. 6 O we also have that
de(xe) D(v) D(u) asthe reverseedge(v;u) is in the residual graph with cost de¢(xe), and so
the delay of an edgeis not decreaseddy the change.

Now obsene that, subject to the new delay d, the shortest path from s to t; is length D(t;)
even in an empty network. The minimum possiblecost of two paths from s to t; for the two users
corresponding to useri is then at Igast 2D (t;) for ead player i. Therefore the minimum cost of a
solution with delays dis at least 2 i D(ti).

To bound cost(S ) we needto bound the di erence in cost of a solution when measuredwith
delays dand d. Note that for any edgee = (u;v) and any number x wqjﬁave that xc’l\e(x) Xde(X)
1\_<,e(D(v) D (u)), and hencethe dierence irbtotal cost is at most e=(uv) Xe(D(v) D(u) =

i D(ti). Using this, we get that cost(S ) i D(ti) cost(S), asclaimed. [ |

Note that a similar bound is not possiblefor a model with both costsand delays, whenadditional
userscompensateto someextent for the price of stability. Consider a problem with two parallel
links e and €° and k users. Assumeon link e the costis all designcost ce(x) = 1+ " for a small
" > 0. On the other link e%the costis all delay, and the delay with x usersis deo(x) = 1=(k x + 1).
The optimum solution is to usethe rst edgee, and it costs1+ ". Note that the optimum with
any number of extra userscoststhe same,as this is all designcost. On the other hand, the only
Nashis to have all userson link €% which then has delay 1, and hencethe total costis k.
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Note that the H (k) term in Corollary 3.2 comesfrom the concave cost ¢, and so the bound
obtained there improvesby an H (k) factor when the cost consistsof only delay. Roughgarden[21]]
shaved a tighter bound for non-atomic games. He assumedthat the delay is monotone increasing,
and the total cost of an edgexde(x) is a corvex function of the trac x. He showed that for any
classof such functions D that contain all constart functions, the price of anardy is always obtained
on a two node and two link network. Let us call (D) the price of anarchy for non-atomic games
with delays from the classD (which is alsothe price of stability, sincethe Nash equilibrium in that
context is unique). For example, Roughgarden[21] showved that for polynomials of degreeat most
| this bound is O(l=logl). Here we extend this result to a single sourceatomic game.

Theorem 3.4 If in a single source fair connection game all costs are delays, and all delays are
from a set D satisfying the above condition, then the price of stability is at most (D).

Pro of Sketch: We defer the full proof to the Appendix. The idea is as follows. We construct
a modi ed network G by adding edgesand capacitiesto G. We show that the Nash equilibrium
is not a ected by the change, and the optimum can only improve. We then obtain the claimed
bound by comparing the cost of the Nash equilibrium to the minimum cost of a fractional solution
(a ow) in G.

Consider the Nash equilibrium obtained via a minimum cost o w computation asin the proof
of Theorem 3.3, let X be the number of paths using edgee, and D (v) be the length of the shortest
path from s to v in the residual graph. Add to ead edgee = (u; V) a capacity of X¢, and augmert
our network by adding a parallel edgee® with constart delay D(v) D (u). We note that the new
capacity and the added links do not e ect the equilibrium. We will show that for ead edgee, the
two parallel copies: edgee with new capacity xe and edgee®, can carry any number of paths at
least as cheaply asthe original edgee could. This implies that this changein the network can only
improve the minimum possiblecost. Let & denote the resulting network o w problem.

We will show that the minimum cost fractional ow in & is obtained by splitting the ow Xe
betweenthe two edgese and e° appropriately to make the cost of the gradiert equal. The claimed
bound will then follow by comparing the cost xde(Xe) Of the edgeat Nash equilibrium with the
cost of the corresponding two edgese and e%in &. [ |

4 Convergence of Best Response
In this section, we addressthe corvergenceproperties of best responsedynamicsin our game.

Theorem 4.1 In the two player fair connection game, best respnse dynamics starting from any
con gur ation convergesto a Nash equilibrium in polynomial time.

The detailed proof is in the Appendix, and shows that for any best responserun, the number of
edgessharedby both playersincreasesmonotonically. For more players, howewer, the hope of any
positive result about best responsedynamics seemsslim. In fact, we can show the following.

Theorem 4.2 Best respnse dynamicsfor k players may run in time expnential in k.

The proof constructs an example of a gamethat can simulate a k-bit counter. Seethe Appendix.



5 Weighted Players

So far we have assumedthat players sharing an edge e pay equal fractions of €'s cost. We now
considera gamewith xed edgecostswhere players have weights w; 1, and players' payments

be the total weight of all players, and let W¢ be the sum of the weights of players using e. Then
player i's payment for edgee will be vm\;_LCe-

Note that the potential function ( S) used for the unweighted version of the gameis not a
potential function onceweights are added. In particular, in a weighted game,improving movescan
increasethe value of ( S), asthis is no longer a congestiongame. The following theorem usesa
new potertial function for a special classof weighted games.

Theorem 5.1 In aweightel gamewhere eachedgee s in the strategy spaces of at most two players,
there exists a potential function for this game, and hene a Nash equilibrium exists.

Pro of: Considerthe following potential function. For ead edgee usedby playersi and j, de ne

8 . : .
3 CeW; if playeri usesein S
S) = CeW; if playerj usesein S
o(S) = 3 Ce(Wi + W W":’LWVJVJ) if both playersi andj useein S

0 otherwise

For any edg,ee with only one player i, simply set ¢(S) = wjce if i usese and 0 otherwise.
Dene ( S)= . (S). Wenow simply needto arguethat if a player makesan improving move,
then ( S) decreases.Consider a player i and an edgee that player i joins. If the edgealready

supported another player j, then i's cost for using e is cei‘f—iwj, while the changein ¢(S) is

w,
colw My g WP
I Wi + W Wi+Wj-

Thusthe changein potertial wheni joins e equalsthe costi incurs, scaledup by a factor of wj. In
fact, it is easyto shawv the more generalfact that when player i moves,the changein ( S) is equal
to the changein player i's payments scaledup by wi. This meansthat improving moves always
decrease( S), thus proving the theorem. [ |

Note that this applies not only to paths, but also to the generalizedmodel in which players
selectsubsetsfrom someground set. The analogouscondition is that no ground elemen appears
in the strategy spacesof more than two players.

Corollary 5.2 Any two-player weightel gamehas a Nash equilibrium.

While the above potertial function alsoimplies a bound on the price of stability, even with only
two players this bound is very weak. Howewer, if there are only two players with weights 1 and
w 1, then we can show that the price of stability is at most 1+ ﬁ and this is tight for all w.

The following result shows the existenceof Nash equilibria in weighted singlecommadity games.

Theorem 5.3 For any weightal gamein which all players havethe samesource s and sink t, best
respnse dynamics convergesto a Nash equilibrium, and hene Nash equilibria exist.
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Pro of: Start witrbany initial set of strategiesS. For every s t path P de ne the marginal cost
of P to bec(P) = ,p Vﬁ,—ee where W dependson S. Obsenre that if playeri currently usespath

P, theni's payment isw;ic(P). De ne P(S) to beatuple of the valuesc(P) over all paths P, sorted

in increasingorder. We want to show that the cheapest improving deviation of any player causes
P (S) to strictly decreasdexicographically.

Supposethat one of the best movesfor player i is to switch paths from Py to P,. Let P denote
the set of paths that intersect P1 [ P,. For any pair of paths P and Q, let cp(Q) denote the
new value of ¢c(Q) after player i has switched to path P. To show that P(S) strictly decreases
lexicographically, it su ces to show that

_ < :
min cp, (P) < min ¢(P) (2)

De ne P%= argminpp ¢(P). SinceP, wasi's best response,cp,(P2)  cp (P) for all paths P. In
particular, cp,(P2) cpo(P9. We alsoknow that cpo(P9  c(P9, sincein deviating to PC player
i adds itself to someedgesof P In fact, cpo(PY < (P9 unlessP®= P;. AssumingP®6 P, we
now have that cp,(P2) < c(P9, which provesinequality 2. If P°= Py, then since player i decided
to deviate, cp,(P2) < ¢(P1). Therefore, we onceagain have that cp,(P2) < ¢(P9, asdesired. [ |

In the casewhere the graph consistsof only 2 nodess and t joined by parallel links, we can
similarly show that any sequenceof improving responsescorvergeto a Nash equilibrium.

If we allow arbitrarily increasingcost functions, then [16] give an example demonstrating that
a weighted game may not have any pure Nash equilibria. Howevwer, it is still an open problem to
determine whether weighted gameswith xed costsalways have Nash Equilibria. While the authors
believe they do, it is not clear how to adapt a potential-style argumert to handle weights. The
construction above doesnot extend to gameswhere even 3 players may sharean edge. Howewer, in
either case,the following claim shaws that the price of stability boundsfrom the unweighted case
will not carry over.

Theorem 5.4 There are weightal gamesfor which the price of stability is (log W) and ( k).

An example exhibiting this is a modi ed version of the graph in Figure 1. Changethe edge
with cost1+ " to cost 1, and for all other edgeswith positive cost, set the new costto be % For
1 i kletplayeri have weight w; = 2' 1. Sinceead player hasa greater weight than all smaller
weight players combined, the only Nash equiblirium has cost % = (log W), while the optimal
solution has cost 1.
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App endix

Theorem 5.5 Given an instance of a fair connection gameand a value C, it is NP-hard to deter-
mine if the gamehas a Nash equilibrium of cost at most C.

Pro of: The reduction is from 3D-Matching. Given an instance of 3D-Matching with node sets
X;Y;Z, form agraph G = (V;E) asfollows. Form a node for ead nodein X, Y, and Z, and also
a node v;jx for eadh 3D edge(xi;y;;z). Also add an additional node t. Form a directed edge
from ead node vk to t with cost function ce = 3. Form a directed edgefrom ead node v in
X;Y;Z to all nodesrepreserting 3D edgesthat contain v. Make these edgeshave a cost ce = 0.
Let k = jXj+ jYj+ jZj, and form a player for eath nodein vin X [ Y [ Z. This player hastwo
terminals: v and t.

If there existsa 3D Matching in the 3D-Matching instance, then there exists a Nash equilibrium
in the above fair connection game of cost k: Take the 3D Matching M, and let S; for the player
whoseterminals are v and t be the edgefrom v to the unique node v;;x corresponding to the 3D
edgein M, and the edgefrom this node to t. Since M is a matching, the cost of S is exactly
3k=3 = k. S is a Nash equilibrium, sinceany deviation for a player involves paying for someedge
of cost 3 by himself, while the current amount he is paying is 1.

If no 3D Matching exists, then any solution to the fair connection game must cost more than
k. Therefore, no Nash equilibrium can exist of cost at most k. This nishes the proof. [ |

Notice that the sameproof works to show that determining if there exists a Nash equilibrium that
costsOPT is NP-complete.

The Undirected Case Hereis an exampleof an undirected two-player game with the price of
stability approading 4=3. Let G have 3 nodes: s;t1, and t,. Player 1 wants to connectt; with s,
and player 2 wants to connectt, with s. There are edges(s;t;) and (s;t,) with cost2. Thereis an
edge(ty;t2) with cost1+ ". The optimal certralized solution hascost3+ ". Howeer, the cheapest
Nash has cost 4. This exampleimplies that the following claim is tight.

Claim 5.6 The price of stability is at most 4=3 in a fair connection gamewith two playersin an
undirected graph, each having two terminals with one terminal in common.

Pro of: Let s be the common terminals, and let t; and t, be the personalterminals. Consider
the optimal certralized solution (S;1;S). Let X1 = SinS, be the edgesonly being usedby player
1, X» = S»nS; be the edgeonly usedby player 2, and X3 = S\ S; be the edgesshared by the
two players. Let (S Sg) be a Nash equilibrium that a seriesof improving responsescorverges
to starting with (S1;S;). Similarly, let Y; = SS9, Y, = SInS?, and Y3 = S9\ S§. Finally, set
Xij = cost(X;) andy; = cost(Y;) for 1 i 3. By the properties of ( S;;S,) from above (more
description), we know that ( S;S9) ( S1;S2). Substituting in the de nition of , we obtain
that

3 3
yit Yo+ Sys< Xat Xzt X3l (3)

Look at S and S? as paths instead of setsof edges(there will be no cyclessincethen this would
not be a Nash). We now shaw that in (SY;S9), asin any Nash equilibrium, oncethe paths of the
two players merge, they do not separateagain. Supposeto the cortrary that this happens. Let v
be the rst node that S? and SY have in common, and set P; and P, be the subpaths of S$ and
S, after v, respectively. We know that cost(P1nP») = cost(P.nP;), sinceif they were not equal,
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say cost(P1nP,) > cost(P,nP4), then player 1 could deviate to P, instead and pay strictly less.
Howewer, even if they are equal, player 1 could deviate to use P, instead of Py, and pay strictly
less,sincehe will pay the sameasbeforeon edgesin P;\ P», and pay only cost(P1nP;)=2 in total on
the other edges.Therefore, the only way this could be a Nash equilibrium isif P11\ Py = Py = Py,
as desired.

Consider a deviation from (S$;S9) that player 1 could make. He could decideto use X1 [
X2 [ Y2[ Ysinstead of S = Y; [ Ys. This is a valid deviation becauseplayer 1 still connects
his terminals by following X1 until X; meetswith X, then following X, badk to t,, and then
following S9 to s. Since (S$; S9) is a Nash equilibrium, this deviation must cost more to player 1
than his current payments, and so Xy + X + yo=2+ y3=2 y; + y3=2. By symmetric reasoning,
X1+ Xo+ y1=2+ y3=2 y, + y3=2. If we add theseinequalities together, we obtain that

Y172+ yo=2  2X1+ 2X2: (4)

To shaw that the price of stability is at most 4=3, it is enoughto shaw that cost(SY; S9)
%cost(Sl; Sy). Usingthe above notation, this is the sameasshowing 3y1+ 3y>+ 3ys  4X1+ 4Xo+ 4X3.
We do this by using Inequalities 3 and 4 as follows:

3y1+ 3y2+ 3y 3yi1+ 3y + 4dys
= S0t Y+ St vat oY)
—§Y1 Y2 §Y1 Y2 EYs

4(x +x)+8(x +x+3x)
a\X1t X2)+ S(Xp+ Xa+ 5X3

= 4Xq1 + 4Xy + 4X3

Games with Only Delays To prove Theorem 3.4 we considerthe network G constructedin the
proof sketch of the Theorem. We will obtain the claimed bound by comparing the cost of the Nash
equilibrium to the minimum cost of a fractional solution (a ow) in G. We will needthe following
lemmato prove optimality of a fractional ow.

Lemma 5.7 LetG beanetwork, and x¢ beafractional ow sendingoneunit of ow from the source
sto eachsinkt;. Let " denotethe gradient of the total cost xde(x), ﬂfgﬁt is, let " o(X) = de(x)+ xd3(x)
for each edgee. The ow X is minimum cost subjest to the cost xde(x) if and only if it is a
minimum cost ow subject to the constant cost function ce = “o(Xe).

Pro of. If the ow X¢ is not of minimum cost subject to costs cg, then the residual g,gaph has a
negative cycle, and moving a small amourt of ow along the cycle decreaseghe cost  xde(X),
asthe cost ¢ is exactly the gradiert of this objective function. To seethe other direction, we use
the fact that the cost function is convex by assumption, and henceall local optima are also global
optima. [ |

Next, it is useful to recall from [21] what is (D). Consider an edgee, with delay d(x) from
this class. Now considera graph with two parallel links, an edgee, which hasdelay d(x), that will
carry somer units of ow, and a parallel link e®with constart delay d(r) independert of the tra c.
Now the unique Nash equilibrium is to route all r units of ow on g, while we get the optimum by
setting x sud that the gradient c¢(x) = d(x) + xd{x) is equal to d(r), and sendingx units of ow
along e, and the remainderr  x along edgee®
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Lemma 5.8 If a setD of delay functions satis es the alove condition, then the price of stability
is at most (D) = max;.x.qzp rd(r)=(xd(x) + (r x)d(r)), and the maximum is achieval by setting
x suchthat d(x) + xdqx) = d(r).

Pro of of Theorem 3.4. As in the proof of Theorem 3.3 considerthe Nash equilibrium obtained
via a minimum cost ow computation, and let D(v) be the Iellggth of the shortest path from s
to v in the residual graph. As before we have that cost(S) i D(tj). Further, for ead edge
e= (u;v) we havethat D(v) D(u) de(Xe+ 1), and for edgeswith x¢ 6 0, we also have that
de(xe) D(v) D(u).

To prove the bound, we consider the modi ed network G. Note that the new capacity and
the added links do not e ect the equilibrium, as de(Xe) D(v) D(u). For eath edgee, the
two parallel copies: edgee with new capacity xe and edgee®, can carry any number of paths at
least as cheaply as the original edgee could sinceD(v) D(u) de(Xe + 1), hencethis change
in the network can only improve the minimum possible cost. We will prove the bound in this
new network by comparing the cost of the Nash equilibrium with the minimum possiblecost of a
(possibly fractional) ow carrying one unit of ow from s to ead of the terminals t;.

The nice property of G is that the optimum fractional ow % in G is easyto determine. Consider
an edgee = (u;Vv) that is usedby xe 6 0 paths in the equilibrium. We will obtain a fractional
ow R by splitting the corresponding xe amourt of ow between the two edgese and €% For
an edgee let “¢(x) = de(x) + xdd(x). By assumption, de(x) “e(x) for all x. For an edgee
sucth that "e(Xe) D(v) D(u), we setRe = Xe, and Reo = 0. Otherwise, let R be sud that
“e(Re) = D(v) D(u), andlet Reo = Xe¢  Re.

First, we claim that ® is the minimum cost fractional solution in G. For all edgese = (u;V)
such that Re 6 X, We have that “¢(Re) = D(v) D(u). When R¢ = Xg, then we have that ow Re
is equalthe capacity of the edge,and "¢(Re) D(v) D(u). Therefore, if there is a negative cycle
in the residual graph of ®¢ with constart edgecosts ¢(Xe) for e and costsD (v) D (u) for €2 then
this is also a negative cost cycle in G with constart edgecostsD(v) D(u). This cortradicts Xe
being a min-cost o w with those costs, however. We can now useLemma 5.7 to seethat R¢ is also
a min-cost ow for edgecostsxde(x).

The theorem then follows, as on ead original edgee 2 E the cost xede(Xe) is at most (D)
times the cost of the corresponding two edgese and €®in G by Lemma 5.8. [ |

Pro of of Theorem 4.1. Supposewe start from any con guration Cq. Supposefor i 1, the
con gurations f Cjg are obtained by alternating the bestresponsesof the two players. P;(1; 2) refers
to the sharedpath of the two players.

We show inductively that fori 2, P;j(1;2) is a contiguous path and that Pj+1 (1;2) P;i(1;2).
The basecaseis shaving that P»(1;2) is a cortiguous path. Without loss of generality, assume
that the sequenceof best responsesare as follows

Co? C 1t 12 2::

Assumethat P»(1;2) is not cortiguous, and since player 1 was the last player to have done best
responsein reacing C, it follows that he did not choosea strategy which results in the shared
segmenm being cortiguous in C,. But now, we usethis fact to analyzethe last responseof player 2,
who started from Cy. Sinceplayer 1 was able to take shortcuts acrosssegmeits of player 2's path,
we can construct a better responsefor player 2 starting from Cg, which is a cortradiction.

In the inductive step, we have to showv that for any con guration Cj.1, the edgesPj.1 (1;2)
are cortiguous and Pj+1 (1;2) Pi(1;2). The fact that Pj.1 (1;2) is a cortiguous path follows
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essetially from the sameproof asin the basecase. Given that, we now have to consideronly the

strategiesasin the following gure.
I
1
]
x*" |b
1
\ a
L/
4
4
1 2

Indeed if player 1 decidesto take the path asin the gure, taking the shortcut through path x
fx(1) < fa(1) + fp(2)=2

By inductiv e hypothesis, the sharedpart only grew till now, so when when player 1 had last done
best responsefrom con guration C; 1, player 2 could not have beenon any edgesof the subpaths
X or a. Soit must have beenthe casethat

fx(1) > fa(l) + fp(2)=2

which is a contradiction. Hence,this is not a valid deviation for player 1. Thus, either Pj+; (1;2) =
Pi(1;2) or jPi+1 (1; 2)] > jPi(1;2)]. But note that the two paths P;(1) P;(1;2) and Pi(2) P;(1;2)
are always shortest paths and soPj+1 (1;2) = Pj(1;2) implies we have reached a Nash. Else P;(1; 2)
strictly increasesby at least one edge. Hence,we reach a Nashin polynomial number of steps. ®

Exp onential run of best response We shav an examplein which by appropriate ordering of
the best responseof players, we can simulate a courter.

0 pah 1 pah 0 pah 1 pah 0 pah 1 pah
(1)) all j<I

fGm e(m) c(®
all j>m L, all k>|
b(m)
player B(m) player A(l) player bit(i)

The graph has 3n players, n \bit" players, ead being assistedby two auxiliary players. The
auxiliary players of the it" player are denotedby A(i) and B (i). Each bit player and eat auxiliary
player hasonly two path options, we call thesethe 0 path and the 1 path. We alsoreferto the player
going on the one path asthe player being set and going on the zero path asthe player being reset
Eadh player has one sourceand one sink and the paths of ead player are as shown in the gadgets
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above. The paths of i!" bit player are referred to as x? and x(l), and those of the player A(i)

i i
and B (i) as ai(o), ai(l) and q("), Iq(l) respectively. Here we describe how the counter works and the

inequalities that should hold for it to work properly.

Start Step : All the players are reset.

General Step : The bits from 1to | 1 are all set. The bits from | + 1 to n maybe at 0 or 1. The I bit is
currently at 0 and hasto be setat 1. Also, all the A(j) players are reset. The B(j) players
are setif and only if the j'th players are set.

Now, the I bit sets. This triggers both A(l) and B(l).

x® < x©

A(l) is triggered and is allowed to set.

X

0

C|j=2 |=2< a,

j<l

The setting of A(l) triggers all the B(j) for j < | to bereset. Recall that the corresponding
A(j) are already reset. We allow theseB (j) to reset.

4O fy=2<tf? =2 =2
A(l) alsotriggers all the bits j < | to reset. We allow that too.

©) — @

Now B (l) still wants to set and is allowed to.
1 0
h( ) =2 < q( )
A(l) resetsas a result of the setting of B(l).

X
a,(O) g=2 < al(l) (f|j =2+ qj =2+ 4], =2) =2

j<

Now we have the subgamefrom 1to | 1 being completely reset, and no other player from
the top part in uencing any of their paths. Sowe can play their complete game and come
badk to the con guration in the start of the recursion, except now we needto deal with the
(I + 1)t bit.

Theorem 5.9 The alove gamehasan expnential best respnserun under the alove best respnse
schaluling.
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Pro of:  All we needto show is that the movesdescribed in the scheduling are best responses.We
rst arguethat ead player has only two possiblepaths available to him, which we have described
as the zero path and the one path. To complete the construction we next needto come up with
a set of values for the links that satisfy the set of best responseinequalities. Taken together, it
follows that the moves are all best responsesand hencesimulate an exponertial length counter.
Considerthe i bit player. Along xi(o), the only sharededgesare with A(i) and B (i) and following
either of their paths out of x\® doesnot give a directed path badk to the sink of the i™" bit player.

Similarly for the other path xi(l). In brief, sincefor player A(i) and B (i) the O paths are shared
with players of lower index and the 1 paths with the players of higher index, there cannot be any
shortcut. Soead player has only two possiblepaths available to her.

For the last part of the construction, we just note that it is possibleto come up with a set of
values for the links such that the best responseinequalities are satis ed. We however need that

that cost of someof the links grow exponertially with the indices. [ |
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